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1.  Monte Carlo:  what if you don't want to generate data?

2.  Monte Carlo:  review of material to date

3.  MCMC:  introductory material


A.  Markov Chains:  brief intro


B.  Bayesian analysis:  general concepts and jargon

C.  Putting them together:  what's the idea?

Monte Carlo:  what if you don't want to generate data?
Key concept of Monte Carlo simulations is random element, and sampling without replacement. 

Usually accomplish sampling w/out replacement by data generation:  sample from a theoretically defined population

Ex:  create a sample of 50 scores from a N(3,6) distribution

Sometimes you want to use real data.  

Why?  Test your findings on "real" data 

Example:  missing data problem done on MV normal data with 3 predictors and one outcome.  Specific correlations chosen to mimic observed correlations between CV risk factors.

Checked findings by doing MC simulation using real data from NHANES. 

Why use real data?  Data often don't fit a "nice" distribution.

Do "normal" data exist?

Micceri (1989) analyzed 440 large sample (N > 1000 for 69 percent, N > 190 for 100 percent) datasets.  

"No distributions among those investigated passed all tests of normality, and very few seem to be even reasonably close approximations to the Gaussian" (p.161).  Of the 440 distributions, 28 percent did show near-symmetry.

Micceri, T. (1989).  The unicorn, the normal curve, and

other improbable creatures.  Psychological Bulletin, 105, 156-166.

Why use real data?  Some distributions are hard to mimic, so use the real thing.

Ex:  The SF-36 is a questionnaire with  36 questions (items) that resolve into 8 scales.    All 36 items have some degree of correlation.  Can't use MVN because some items are categorical.  

How to generate the data?

Key point:  need to randomly sample, without replacement, from your "population" of scores so

How big does a "big" dataset need to be?

Missing data problem, largest sample size was 200.  "Population" was about 19,000.

Rule of thumb?    Couldn't find one.

Purists will argue:  simulated data is essential ingredient

Literature shows:  existing datasets used fairly often, especially with categorical responses

Recommendation:  let the sample/population ratio be very small.  Don't sample half the "population".

Where to get big datasets?


Federal governments


Corporations


etc.

Quick review of Monte Carlo
What is Monte Carlo?   A methodology to provide empirical (approximate) solutions to a variety of mathematical and statistical problems through simulation.

Focused on Monte Carlo in statistics:

1. Assess distributions of samples


Example:  test whether the observed data are likely to be from a given theoretical distribution

2.  Describe distributions

Allows us to derive sampling distributions of new or non-standard statistics  (critical values, hypothesis testing)

Allow us to model "real" situations for further analysis (such as mixed distributions)

3.  Compare two statistics (relative efficiency; power, robustness) 

4.  Test robustness of statistics under violations of assumptions

5.  Test theoretical derivations with controlled data

6.  Answer statistical questions about the behavior of specific statistics under a variety of conditions

Method in brief:  (statistical simulation specifically)

1.  Define the pseudo-population

2.  Draw a pseudo-sample

3.  Compute the statistic/measure of interest

4.  Store the value or some aspect of it

5.  Repeat t times

6.  Summarize

How many simulations?  Depends on the question being addressed.

Monte Carlo results are unbiased, but generally, for characterizing distributions, more is better.

For other questions, can address precision of desired estimates and compute coverage (confidence intervals).  Use these quantities to determine number of iterations.

Planning and Programming a Monte Carlo Study

Assuming you have the idea of what you want to study:

1.  Decide on the details--number of groups, sample sizes,

number of iterations, etc.

2.  Specify what you need to compute, and get the 

computational formulae

3.  Plan your program

4.  Write the program

5.  Test the program

6.  Refine the program to make it more efficient

7.  Run the simulations

8.  Figure out what the results mean

9.  Tell the world

Tell  your classmates:

Presentations on Nov. 1 and Nov. 3

15 mins. each (plan to talk about 12 mins. and leave 3 for questions).

1.  Dan Checkman

2.  Chi-Chang Chen

3.  Vladimir Gatchev

4.  Marcelo Gonzalez

5.  Ya-Hui Hsueh

6.  Yousef Khader

7.  Hsin-I Lin

8.  Arturo Rodriguez

9.  Firdaus Sembiring

10.  Ryan Tregre

memorize your number

random selection

From FSU:

Recommendations for Introduction into Graduate Coursework in Applied Statistics

Monte Carlo estimation: Should be introduced extensively but to advanced students only, preferably in a two-seminar

sequence on advanced topics in statistical methods, along with a good general treatment of Bayesian methods.

Bootstrapping and the Jackknife: Could be covered briefly (probably just bootstrapping) in the advanced seminar suggested, with follow-up directed study for those with an interest to pursue it.

MCMC and variations: Still too new, complex, and context-specific for extensive coverage, even in the advanced seminar, although that may change rapidly; could be introduced in the seminar very generally; in the context of a HM seminar, would be more appropriate for a more extensive treatment.

Finite Markov Chains
Assume random variable X can take on a finite number of states (1,2,..., k).

At any time n, the current state of X is denoted Xn
p(Xn+1 = xn+1|X1=x1, X2=x2,...,Xn=xn) = p(Xn+1 = xn+1|Xn=xn)

This defines a Markov Chain.  If there is a finite number of states this is a finite Markov Chain.

Transition probabilities:

p(Xn+1 = sj | Xn= si) = pij = transition probability

If pij is constant for all n = 1,2,..., this is a stationary transition probability

Define the transition matrix:
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Individual can be disease free (F), diseased but asymptomatic (A), or diseased and symptomatic (S) at the time of observation i.  At the time of observation i+1 (say one week later): 

For a disease free individual (F):

Prob. of  remaining F given that F = 0.7

pFF
Prob. of A = 0.1





pFA

Prob. of S = 0.2





pFS

For a diseased asymptomatic individual (A):


Prob. of becoming disease free  = 0.5

pAF


Prob. of remaining A = 0.3



pAA


Prob. of becoming S = 0.2



pAS

For a diseased symptomatic individual (S)


Prob. of becoming disease free = 0.6

pSF


Prob. of becoming A = 0.1



pSA


Prob. of remaining S = 0.3



pSS
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Notice:  sum of probabilities in a row = 1

pKL ( pLK  
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What is the probability that an individual is disease-free at time (i+2) given he was disease-free at time i?

Possible transitions

F ( F ( F

(.7)(.7) = 0.49

F ( A ( F

(.1)(.5) = 0.05

F ( S ( F

(.2)(.6) = 0.12

p(Fi+2|Fi) = 0.66
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Initial Probability Vector defines the probability of the chain being in each state at time n = 1.

p(F) = 0.8


at time 1

p(A) = 0.1

p(S) = 0.1

v = [.8   .1   .1]

vP = probabilities at time 2

vP = [.67     .12      .21]

At time 2, p(F) = 0.67

etc

At time 3, what is p(F)?

v*P2 = [.655   .124   .221]

p(Xn+1 = sj) = vPn

Simplest form of Markov Chains

Defining feature is that current state depends only on previous state, not the history of states:

p(Xn+1 = xn+1|X1=x1, X2=x2,...,Xn=xn) = p(Xn+1 = xn+1|Xn=xn)

Combine Markov Chains with Monte Carlo simulation methods to get Markov Chains Monte Carlo  (MCMC).

Uses:


optimization


primarily:  Bayesian analysis and modeling

what MCMC does:  allows estimation of parameters and models with many unknowns (parameters) where an exact solution does not exist

Primary use of MCMC right now, especially with hierarchical linear models

So what is this Bayesian stuff about?

Bayesian methods are an alternative way of looking at questions of parameter estimation, etc.

Historical debate/conflict between "frequentists" and "Bayesians" continues

termed by Jackman as   "The Holy War"

quote in reference to followers of T. Bayes (thanks to Hal Stern) :

"If they would all publish posthumously, as he did, we would all be better off"

Bayesian spin:  Bayesian methods are 

"...practical methods for making inferences from data using probability models for quantities we observe and for quantities about which we wish to learn.  The essential characteristic of Bayesian methods is their explicit use of probability for quantifying uncertainty in inferences based on statistical data analysis"   (p. 3, Gelman, et al. Bayesian Data Analysis, Chapman & Hall, 1995).

Bayes' theorem:
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No dispute about this.

Example 1:

p(exposure to chemical C) = .6


p(C) = 0.6

p(hives) given exposure to C=0.3


p(H|C) = 0.3

p(hives) given no exposure to C=0.05
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what is the probability that a subject with hives was exposed to C?

Find p(C|H).
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Example 2:  Three sources of vaccine

Source 1 provides 20%, source 2 provides 30%, and source 3 provides 50%.

Percent of bad vaccines:  1% for source 1, 2% for source 2, and 3% for source 3.

Select on vaccine dose from the combined batch.  It is defective.  What is the probability it came from batch 2?

Jargon:

p(B2) is a prior probability.  This probability is set before the item is selected and before defective/good is determined.

ditto p(B1) and p(B3)

p(B2|D) is a posterior probability.  It reflects a probability of coming from batch B2 after having observed that the vaccine is defective.
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Notice how prior is incorporated into numerator of equation.

Another example:

Hemophilia is a X-chromosome linked disease; recessive.

A woman has a hemophiliac brother; her father is not a hemophiliac, so their mother was the carrier.  The woman is either a carrier of the hemophilia gene (( = 1) or not (( = 0).

Prior distribution of (:  

p(( = 1) = p(( = 0) = 0.5

The woman has 2 sons who are not identical twins.  

Let yi = 1 if son I  is a hemophiliac and yi = 0 if not.

y = [y1 y2]

Neither son is a hemophiliac.  Independent events.

Observed data are y1= 0 and y2 = 0.

Use this info to update the prior:

p(y1 = 0 and y2 = 0|( = 1) = .5*.5 = 0.25

p(y1 = 0 and y2 = 0|( = 0) = 1

Find the posterior distribution of (:

p(( = 1|y) = .2

Now the woman has a 3rd son, who is also not a hemophiliac.

Update the posterior distribution of ( by letting the previous posterior distribution be the prior:
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p(y) does not depend on the value of (  (based on observed data), so can rewrite:

p((|y) ( p(() p(y|()

unnormalized posterior density

Impact of data y on posterior is through p(y|():

this is essentially a function of ( and is called the likelihood function  
[image: image11.wmf]
Bayes in shorthand:

a posterior is proportional to the prior times the likelihood

Next time:  more jargon!  

simulation methods  (Gibbs sampling)
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