Bios 750:  Monte Carlo and Bootstrapping Methods

Fall 2000






October 13,2000

Bayesian analysis:  more general concepts and jargon

Posterior ( Prior * Likelihood

Examples with conjugates

Bayesian methods (approach) 

Bayes' theorem:
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Jargon:  If ( is the quantity we're interested in estimating:

p(() is a prior probability.  This probability is set before the data are collected.

p((|y) is a posterior probability.  It reflects a probability of ( having a certain value after having observed the data.

The prior is incorporated into numerator of equation.

You can let the posterior probability act as the prior and update the posterior by collecting more data.

If we consider ( as a parameter or vector of parameters we're trying to estimate, then technically, a better statement is:
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where
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    if y continuous  and
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if y discrete

p(y) does not depend on the value of (  (based on observed data), so can rewrite:

p((|y) ( p(() p(y|()



p(y|() is a function of ( and is called the likelihood function for a fixed value of y.  Easy definition:  probability of observing the data values y given the value of the estimated parameter ( 
[image: image5.wmf]
Bayes in shorthand:

a posterior is proportional to the prior times the likelihood

Conjugacy
Prior distribution is naturally conjugate with respect to a likelihood if it leads to a posterior distribution have the same parametric form as the prior.

??

example:

if the data are binomial (y successes in n trials) , then the likelihood of y is

p(y|() = bin(y|n,() = 
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Assume n is fixed.

The prior is ((().


If we know nothing about (, then any value between 0 and 1 is equally probable as a value of (.

i.e., ((() ~ U(0,1)

then  p((|y) ( 
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 is not a function of ( so acts as a constant and the prior is constant over the range (suppport) of the likelihood function, so it also acts as a proportionality constant.

Need to express 
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 as a probability density function (posterior density), meaning we need to find c such that
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As should be obvious   
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which leads us to a beta distribution with

( = (y+1) and ( = (n-y+1)

so the posterior for ( is a beta distribution.

Beta distribution has parameters  and :


[image: image13.wmf])

1

(

)

(

)

x

(

V

)

x

(

E

)

0

t

(

)!

1

t

(

)

t

(

)

1

(

)

(

)

(

)

(

)

x

(

p

2

1

1

+

b

+

a

b

+

a

ab

=

b

+

a

a

=

>

-

=

G

q

-

q

b

G

a

G

b

+

a

G

=

-

b

-

a


if ( = ( = 1 then
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The Uniform is a special case of the beta, so the posterior has the same parametric form as the prior, and the prior is naturally conjugate with the likelihood.

U(0,1) ~ Beta(1,1)

Simplified:

The uniform prior and binomial likelihood lead to a beta posterior.

More generally:  a beta prior and a binomial likelihood lead to a beta posterior.

We want to estimate the probability of female birth given placenta previa.

Study in Germany showed placenta previa 980 births, 437 were female.

Proportion of females births in general in Europe is reported as 0.485.

Question:  Is the proportion of females births in the placentra previa population less thanthe proportion of females births in general?


Is ( < 0.485?

y = 437,  n = 980
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Using a uniform prior  ((() ~ U(0,1) and a binomial likelihood, 

the posterior for ( is a beta distribution.

( = (y+1) and ( = (n-y+1)


Beta(438, 544)
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Assuming asymptotic normality in the posterior distribution

95% CI is (0.414, 0.476).

Can also simulate the posterior distribution and determine median and 95% CI that way (no assumption of normality).

No built in function to generate beta variates in SAS directly.

Beta distribution is a function of two gamma distributions:


If x ~ Gamma((,1)  and y ~ Gamma((,1)  then
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data one;


do i = 1 to 1000;


  x1 = rangam(-99,438);


      x2 = rangam(-99,544);



  betax = x1/(x1+x2);


  output;


end;

proc sort; by betax;

proc chart; vbar betax;

proc means; var betax;

proc print;

run;

Using the uniform distribution as the prior assumes we know nothing.  Observed 0 successes and 0 failures (i.e., no data).

U(0,1) ~ Beta(1,1)
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Let ( represent the number of successes, and ( be the number of failures, then ( + ( - 2 is the number of prior pieces of information.

If we change the number of pieces of information (i.e., collect some data), a new prior can be defined, but it can still be a beta distribution, so the posterior can still be a beta distribution.

What if assume the prior is 0.485 (population proportion) instead of 0.5?

E(()  
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Note impact of changing the prior and of sample size.

New example:  Mean of normal distribution with known variance

Data:    
yi ~ N((,(2)



First run:  consider (2 as a fixed quantity

Prior:  ( ~ N((0, (0)
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Likelihood:  
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Posterior ( prior * likelihood 

p((|y) ( exp
[image: image21.wmf](

)

÷

÷

ø

ö

ç

ç

è

æ

t

m

-

q

-

2

0

2

0

2

*
[image: image22.wmf](

)

÷

÷

ø

ö

ç

ç

è

æ

s

q

-

-

å

2

2

i

2

y

exp

 (

[image: image23.wmf](

)

(

)

÷

÷

ø

ö

ç

ç

è

æ

ú

ú

û

ù

ê

ê

ë

é

s

q

-

+

t

m

-

q

-

å

2

2

i

2

0

2

0

y

2

1

exp

 =   (after lots of algebra)


[image: image24.wmf](

)

2

2

0

2

0

2

0

n

2

2

0

2

n

2

n

2

n

n

1

y

n

1

n

1

1

2

1

exp

s

+

t

s

+

m

t

=

m

s

+

t

=

t

÷

÷

ø

ö

ç

ç

è

æ

m

-

q

t

-


(n is a precision-weighted average of the mean of the prior and the mean of the data, where

precision = 1/variance

posterior precision = prior precision + data precision

If prior ignorance, make the precision small (large variance).

What happens if  (0 ( (  at a fixed n?

What happens if  n ( ( for a fixed (0 ?

Summary:  given a normal prior and a normal likelihood, the posterior has the same parametric form as the prior, and the prior is naturally conjugate with the likelihood.

Simplified:

The normal prior and normal likelihood lead to a normal posterior.

Example:

Sample 100 subjects from a large population.  Average weight is 150 pounds.  Assume weights in the population are N((,400).

Suppose prior distribution of ( is N(180,1600).

What is the posterior distribution?

Other natural conjugates:

Poisson and gamma

Poisson data 

p(y|() = (y!)-1 (y e-( 
Likelihood:   
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Conjugate prior must be of the same form:  (A e-B(
let A = (-1 and B =(, and the prior ~ Gamma((,() 


Posterior is Gamma((+(y, (+n)

there are others...

Additional jargon:

What if prior has no population basis?  

Posterior is a weighted average of prior and data:  if no good idea of prior, you want to minimize its contribution and rely more heavily on the data.

Use a noninformative prior.

In normal example, use a prior with low precision (high variance).

proper priors are defined as those that do not depend on the data and that integrate to 1.

proper posteriors are those that are finite for all y

improper priors can lead to proper posteriors

Some distributions:

Gamma((,()  
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E(x) = 
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V(x) = 
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E(x) = 
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V(x) = 
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V(x) = 2(
Inverse-(2(()  
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E(x) =
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( > 2


V(x) = 
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Inverse gamma with (= (/2 and (=1/2

Scaled inverse-(2((,s2)  
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E(x) =
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( > 2


V(x) = 
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Inverse gamma with (= (/2 and (=(v/2)s

Normal models:  need to estimate mean and variance 

Data:  y = (y1, y2, ...yn)'  where yi ~ N((,(2)

Need priors for both parameters (joint distribution)

by conjugacty, can define:

f((,(2) = f((|(2)f((2)
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this product is distributed as a "Normal inverse (2" density.

Parameters are (0, variance 
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 which reflects degree of uncertainty about (0 , df of (2 (via (0), and scale (estimate) of 

(2 (via 
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Likelihood of data.  yi ~ N so, as before, likelihood is normal
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Prior * Likelihood gives Joint Posterior, which is "Normal inverse (2"  with parameters (n, 
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(n is a precision-weighted average of the prior and the sample
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 is the posterior SS, or  the sum of the prior SS, the sample SS, and extra uncertainly (variability) due to differences between the sample and prior means.

Can also define the conditional posterior
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and marginal posterior
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So:  to determine the mean, etc. of posterior distribution,

sample (2* from its marginal distribution  then sample (* from the conditional distribution.

How?

sample (2* :  generate W from the (2 distribution with vn df

let (2*  = (vs2)/W

Then sample (* from normal with mean ? and variance ?

Analytic results:

p((|y) is distributed according to a t-distribution with location parameter (0, scale parameter 
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Above were simple examples.  Prior and likelihood had conjugate relationship and recognizable distributional forms.

What if this isn't so?

Can use non-informative (vague) priors when necessary.

Another application of noninformative priors:  

In a normal distribution with known mean, but unknown variance, the conjugate prior is the scaled inverse-(2 distribution:


[image: image51.wmf](

)

2

0

0

2

2

,

Inv

~

)

(

p

s

n

c

-

s

   where (0 are the df for the prior.
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What if there are no prior observations (i.e., (0 = 0)?
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This prior is noninformative but leads to a proper posterior.

What about likelihoods that are 

extremely complex


such as lots of parameters 

difficult to compute

and possibly impossible to maximize ?

Makes computing the joint posterior with all parameters difficult to compute.

What to do?


MCMC

For Wednesday:

Assume a sample taken from a normal distribution with mean ( and variance (2.  

Sample:  mean = 1.173, SD = 0.20, n = 36

A.  Based on previous data (n=32) we assume the following priors:
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Find the posterior joint distribution.  Sample from this distribution 1000 times and compute the mean and 95% CI for this posterior.

B.  Redo the problem using the noninformative prior


p((, (2) ( ((2)-1
Hint:  posterior = prior * likelihood

� EMBED Equation.3  ���





� EMBED Equation.3  ���
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