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BUGS:  Bayesian inference Using Gibbs Sampler

Program created by group from Cambridge; names of note:

Spiegelhalter, Gilks, Best, Thomas

program available from website:


www.mrc-bsu.cam.ac.uk/bugs

Available here (already installed) on two biostatistics computers (room 2027)

comes with documentation and examples

two ways to specify models:  code and DAG

DAG can't cover all possibilities; 

sooner or later you'll have to go to code 

Code is similar to S-Plus.


basic elements:

Define the model
model

{ 

text-based description of model

}

stochastic nodes need to have distributions defined


r ~ dbin(p,n)

define r as binomial with parameters p and n

Parameters must be nodes in graph or defined constants.

BUGS has built in functions for  22 distributions;  can build others.


x ~ dnorm(0,1)I(-2,2)

defines a truncated normal distribution with mean 0 and precision (=1/where all points are between -2 and 2.

Logical nodes are defined 


mu[i] <- beta0 + beta1*z[i]

the usual mathematical operators apply, as well as 26 specilized functions.

Can use a link function on left-hand side of equation:


logit(mu[i]) <- beta0 + beta1*z[i]

Available link functions are identity, log, logit, cloglog and probit.

Arrays indexed using terms in [ ], such as mu[i].


n:m

n, n+1, ..., m


x[ ]

all values in vector x


y[,3]

column 3 of two-dimensional array y

Can include data transformations using the <- symbol:


sigma <- sqrt(1/tau)

Data can in included as a column or in a rectangular  format using a list command

list(n=5, x=c(1,2,3,4,5), y=c(1,3,3,3,5))

list(N=30, T=5, x=c(8,15,22,29,26), 

Y=structure(.Data=c(151,199, 246, ...,324),.Dim=c(30,5))

initial values can be included in a list command

list(theta1=-2.5, theta2=-2.5)

Use syntax to define the model, input the data, and specify the priors.

or

Use the DAG Doodle to write the syntax for the model, then you input the data and specify the priors.

then you're ready to run?


Steps in running a model:

Specify and check the model

Load data

Compile the model   (choose # chains first)

Load initial values

Run  the burn-in samples

Update/Monitor as you go along:  Inference/Samples

Look at summary statistics

New (but still simple) data:

5 pairs of points:  (1,1) (2,3) (3,3) (4,3) and (5,5).  

Fit the regression line.


yi  ~ N((i,()

and 
(i = ( + ((xi - 
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)

where ( = 1/(2 = precision of Y

Prior distributions chosen to be non-informative with small precision (large variance):


( ~ N(0, 0.0001)

( ~ N(0, 0.0001)

(.~ Gamma(0.001, 0.001)

Use a directional acyclic graph (DAG) to diagram this model.
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Stochastic nodes are variables with a distribution, denoted as circles (octagons above).  If observed, these are data (sometimes single-edge rectangles are used for data); if unobserved they are parameters.

Deterministic nodes are logical functions of other nodes.

Solid arrows indicate dependence and dashed arrows a logical function.

Simple proportions  (example from S.A. Bashir)

Let r1 ~ bin(0.25, 250)

Let r2 ~ bin(0.35, 150)

Calculate p, the common proportion 

MLE:  p = (r1 + r2)/400 = 0.2875

Surgical institutions

Twelve hospitals that perform cardiac surgery in infants provided mortality rates.

Model the number of death ri as a binomial outcome with true probability pi

ri ~ Bin(pi,ni)

1.  Assume death probabilities are independent for each hospital:


use pi ~ beta(1,1):

noninformative uniform prior

2.  Assume death rates are similar across hospitals:


logit(pi) = bi

bi ~ N((,()

Use standard noninformative priors
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