Bios 750:  Monte Carlo and Bootstrapping Methods

Fall 2000
Bootstrapping

1.  General introduction with SE, hypothesis testing

2.  Programming notes

3. Jackknife

Bootstrapping

Data based simulation method:  Computer intensive

"Resampling" method

Efron (& Tibshirani) are the big names here.  

Efron proposed the bootstrapping procedure in 1979.

Idea was an extension of Tukey's jackknife approach to resampling, which was first introduced by Quenoiulle (1949).

Resampling methods designed originally to



reduce the bias of point estimators


generate broadly applicable hypothesis testing procedures



for problems where classical tests may be 

inappropriate

Logic:

If nothing is known about the population from which a sample is drawn, except the sample itself, then use the sample to approximate the population by resampling the sample.

?

Bootstrapping

General idea:  

Given a sample of N subjects
Draw B samples of N using sampling with replacement. (resample the sample)
Compute the median or other statistic of interest

Can then find standard error of the statistic, do the hypothesis test, compute the confidence intervals, etc.

Usual procedure in inference:

Randomly sample

Assume sampling distribution approaches normal

Assume mean and variance of sample reflect mean and variance of population

Bootstrapping:  


Randomly sample from your random sample.

For large data sets, answers are usually the same.

For small data sets, bootstrap estimates may be more accurate

Bootstrapping can be applied to any statistic, not just those with known sampling distributions

Sample data are basis of both techniques, so if sample data don't reflect underlying population, you'll get the wrong answers with both techniques.

Example 1: Mouse survival  

(from Efron & Tibshirani, 1993)

Survival times (in days) recorded for two groups of mice:  those subjected to a test surgery (n=7) and controls (m=9).

Treated (test) mice:

Data:  94,  38,  23,  197,  99,  16,  141

n = 7

Mean survival time 
 86.86 days

         S.D.


 66.77


 S.E.M.

 25.24

Is the mean the appropriate measure of central tendency?  Data are not normal and n is small.  

Median survival time 
 94



S.E.


   ?

Data for treated:         94,  38,  23,  197,  99,  16,  141

Let B = 50  (50 bootstrap samples)

1.  Using the 7 survival times as the population, draw 50 samples of n = 7, sampling with replacement:

samples   
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2.  Compute the median (M(x*b)) for each sample 

3.  Compute the average median (s((), 
[image: image27.wmf]å

a

+

m

=

q

=

n

1

i

i

)

x

(

n

1

ˆ

)

[image: image1.wmf])

(

*

ˆ

·

q

4.  Compute the standard error of the median:

For the mouse data, with B = 50

median survival time is 73.1 with SE = 37.61

bootstrap mean was 83.46 with SE = 19.66

From data:

Median survival time 
 94

Mean survival time 
 86.86  with SE = 25.24

How do you conduct a bootstrap analysis via computer?

FORTRAN, C, etc. can all be used for boot-strapping

S and S+ include specific boot-strapping algorithms

SAS  macro language and/or IML can be used.

SAS PROC MULTTEST

Sample SAS program for bootstrapping:

options ls = 72 nonotes nosource;

data one; input id days;

  datalines;

  1 94

  2  197

  3  16

  4  38

  5  99

  6  141

  7  23

  ;

%macro boot(iter);

  %do ii = 1 %to &iter;

      %put &ii;

data two;

  do i = 1 to 7;

  seedx=abs(int(rannor(0)*100));

  call ranuni(seedx,x);

  id = int((x*7)+1);

  output;

  end;

 drop seedx x;

proc sort; by id;

data combo; merge one two (in=a); by id; if a;

proc univariate noprint; var days;

  output out = med1 median = med mean = mn;

proc append base = boot.med;

     %end;

  %mend boot;

%boot(50);

run;

Data for controls  (m = 9)

52    10    40    104    50    27    146    31    46

median (from data) =  ?

Difference in medians is 94-46 = 48

Need SE to assess this difference.

Bootstrap estimate of control median SE (B=50) was 7.74

Use variance sum law to find SE of difference in medians:

SE2 = (39.52+7.742) 

SE = 40.2

z ~ 48/40.2 = 1.2

Notice:  median from data and SE from bootstrap

Hypothesis testing with bootstrap

Restate the null hypothesis:  F = G

where F is the distribution of survival times of the treated mice and G is the distribution of survival times of the control mice.

Let x = {z1, z2, ..., z7, y1, y2,...,y9} be the 16 scores from the mice

(n = 7 treated and m = 9 controls).

Let the test statistics be

t(x) =  
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observed =
30.63

t(xm) = zmed - ymed


observed = 
48

Draw B samples of size n + m (with replacement) from x, assigning the first n = 7 observations to treated and the final m = 9 observations to the controls.

x* = {z*1, z*2, ..., z*7, y*1, y*2,...,y*9} 

For each bootstrap sample x*, compute t(x*b) and t(xm*b).

Count the number of times the bootstrap statistic is as big or bigger than the observed value, divide by B, and that's your significance level.

How many bootstrap samples are needed?

Typically, 50 < B < 200

For complicated functions or elaborate hypotheses, more may be needed.

more on this later... 

Nonparametric bootstrap:  All the above

Resample from observed data; 

no assumptions about form of underlying distribution 

Parametric bootstrap 

Assume data are a sample from a specified distribution.

Draw the B bootstrap samples from that distribution.

Follow above procedures.

Monte Carlo?

Comparisons between Bootstrapping and Monte Carlo:

1.  Goal of the study

2.  Both can use same data of N observations; 

Monte Carlo studies usually will deal with samples of size n < N, and a large number (k > 5000) of replicates

Bootstrapping draws samples of size N, and uses a smaller number of replicates (max. usually 200).

3.  Can use the two different methods to address the same question (?)

4.  Both are computer-intensive methods

Hypothesis testing again
Another approach:  Assume data meet assumptions of t-test.

Let x = {z1, z2, ..., z7, y1, y2,...,y9} be the 16 scores from the mice

(n = 7 treated and m = 9 controls).

Let the test statistic be

t(x) =  
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where 
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Draw B samples of size n + m (with replacement) from x, assigning the first n = 7 observations to treated and the final m = 9 observations to the controls.

x* = {z*1, z*2, ..., z*7, y*1, y*2,...,y*9} 

For each bootstrap sample x*, compute t(x*b). 

Count the number of times the bootstrap statistic is as big or bigger than the observed value, divide by B, and that's your significance level. 

SAS PROC MULTTEST
does above analysis

options ls = 72;

data one; input id group days;

  datalines;

  1 1 94

  2 1 197

  3 1 16

  4 1 38

  5 1 99

  6 1 141

  7 1 23

  8 2 52  

  9 2 10

 10 2 40

 11 2 104

 12 2 50

 13 2 27

 14 2 6

 15 2 31

 16 2 46

  ;

proc multtest boot nocenter nsample=200;

  class group;

  test mean(days);

run;

Relationship between Jackknife and Bootstrap
General jackknife methods 

Assume a sample size of N, subdivided into n groups of k observations each.

Estimated parameter based on all N observations is 
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For each group i (i = 1, .., n):

Compute 
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 by excluding group i but using all the remaining 

(n-1)*k observations.  

Hollander & Wolfe definition:

Compute 
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The jackknife estimator is 
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If k = 1, then 
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Efron & Tibshirani definition:

The jackknife estimator is 
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If k = 1, then 
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Jackknife median of Mouse data  (k = 1)

Data: 16, 23, 38, 94, 99, 141, 197
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mean = 86.8571

	rep
	sample
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	mean -1

	1
	23, 38, 94, 99, 141, 197
	96.5
	98.66667

	2
	16, 38, 94, 99, 141, 197
	96.5
	97.5

	3
	16, 23, 94, 99, 141, 197
	96.5
	95

	4
	16, 23, 38, 99, 141, 197
	68.5
	85.66667

	5
	16, 23, 38, 94, 141, 197
	66.0
	84.83333

	6
	16, 23, 38, 94, 99, 141
	66.0
	68.5

	7
	16, 23, 38, 94, 99, 197
	66.0
	77.83333
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Bootstrap SE = 39.4

Jackknife mean = ?

SE(mean) = 25.2355

bootstrap SE = 19.66

Is one better than the other?  It depends...

If n is small (< 100) then jackknife is easier to compute (only n samples)

Smoothness of function  (median vs. mean)

Jackknife less efficient (doesn't use all available info).

Jackknife is approximation to bootstrap

For linear statistics, no loss of info using jackknife and it agrees with bootstrap (generally).

For nonlinear statistics, bootstrap may be better.

Linear statistic:
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Example is mean, where  = 0 and (xi) = xi.

Resampling methods designed originally to



reduce the bias of point estimators

For bootstrap:  estimate bias as
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For jackknife, estimate bias as
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For treated mice:





value



 bias




mean
median

mean
median

data


86.86
94





bootstrap

83.46
73.1


-3.4

20.9

jackknife

86.86
79.4


 0

87.6   (?)

If ratio of bias to SE is small (i.e., < 0.25) probably nothing to worry about.

For bootstrap, SE(mean) = 19.66, so bias/SE = 0.17




SE(median) = 37.61, so bias/SE = 0.56

Deleted-d jackknife:

Leave out more than d = n1/2 observations for each replicate

In mouse data, 71/2 = 2.65, so let d = 3  

Use all possible samples (without replacement) of 4.

Data: 16, 23, 38, 94, 99, 141, 197
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	1
	16, 23, 38, 94
	30.5

	2
	16, 23, 38, 99
	30.5

	3
	16, 23, 38, 141
	30.5

	4
	16, 23, 38, 197
	30.5

	5
	16, 23, 94, 99
	58.5

	6
	16, 23, 94, 141
	58.5

	7
	16, 23, 94, 197
	58.5

	8
	16, 23, 99, 141
	61

	9
	16, 23, 99, 197
	61

	10
	16, 23, 141, 197
	82

	11
	16, 38, 94, 99, 
	66

	12
	16, 38, 94, 141
	66

	13
	16, 38, 94, 197
	66

	14
	16, 38, 99, 141
	68.5

	15
	16, 38, 99, 197
	68.5

	16
	16, 38, 141, 197
	89.5

	17
	16, 94, 99, 141
	96.5

	18
	16, 94, 99, 197
	96.5

	19
	16, 94, 141, 147
	117.5

	20
	16, 99, 141, 197
	120

	21
	23, 38, 94, 99
	66

	22
	23, 38, 94, 141
	66

	23
	23, 38, 94, 197
	66

	24
	23, 38, 99, 141
	68.5

	25
	23, 38, 99, 197
	68.5

	26
	23, 38, 141, 197
	89.5

	27
	23, 94, 99, 141
	96.5

	28
	23, 94, 99, 197
	96.5

	29
	23, 94, 141, 197
	117.5

	30
	23, 99, 141, 197
	120

	31
	38, 94, 99, 141
	96.5

	32
	38, 94, 99, 197
	96.5

	33
	38, 94, 141, 197
	117.5

	34
	38, 99, 141, 197
	120

	35
	94, 99, 141, 197
	120
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Bootstrap SE = 39.4

Bootstrap the SE of the odds ratio:

	
	Stroke
	Total n

	Aspirin
	119
	11037

	Placebo
	  98
	11034





� EMBED Equation.3  ���
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