Bios 750:  Monte Carlo and Bootstrapping Methods

Fall 2000






Sept. 15, 2000

Distributions (yet more) and programming practice

Planning a study

Arrays

Distributions

Assess distributions


Example:  test whether the observed data are likely to be from a given theoretical distribution

Describing distributions
Example 1:  defining the moments of a distribution

P(X ~ U(1,8)) = 0.5

P(X ~ U(0,10)) = 0.5

Find the mean, variance, skew, and kurtosis of X.

Find the probability that X > 6.

Mixed distributions

In real situations, these are typically distributions that have both discrete and continuous components, although mixed normal distributions have received a lot of attention in recent times.

Example 2:  Censored data

The survival time T of a group of 50 subjects follows an exponential distribution with  = 2/3 (months).  Can only follow the subjects for 3 months.

Define 
C = T if T < 3

   

C = 3 if T > 3

(censor at 3 months)

What is E(C)?

Generating study data
Example:  Want to generate binomial data at two time points for each subject.  Used a standard deviate cutpoint to assign observations to case/control status (p = .3 for being a case).  Also want to build in a correlation between time 1 and time 2 observations for a given subject.

data one;

  n = 100;    rt= 0.40;    cv = -0.52;

do i = 1 to n;

    seedx = abs(int(rannor(0)*100));

/*random seed*/

    seedw = abs(int(rannor(0)*100));

    id = i;

    call rannor(seedx,x);                  /*random normal deviate*/

    call rannor(seedw,w);

    y=rt*x+(sqrt(1-rt**2)*w);           /* x,y bivariate normal*/

      if x gt cv then do;
           /*time 1 response = control*/

           t1 = 0;

       if y gt cv then do;                     /*time 2 = control*/

          t2 = 0;

       end;

       if y le cv then do;                     /*time 2 = case*/

          t2 = 1;

       end;

    end;

    if x le cv then do;                   /*time 1 = case*/

          t1 = 1;

      if y gt cv then do;                      /*time 2 = control*/

         t2 = 0;

      end;

      if y le cv then do;                     /*time 2 = control*/

         t2 = 1;

      end;

    end;

      output;

end;

  drop seedx seedw n rt cv;

Example:  Using MC for assessing distributions
Order 1000 items; new company, new product.

Randomly select and test 100; find 4 defective.

The company says the defective rate is 2% and you just drew a bad sample.

We're sampling without replacement, so the number of defects (d) follows hypergeometric distribution rather than a binomial distribution.  

According to company, there should be 20 defectives in the batch of 1000.  So:

p(d=x) = 
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 We want the p(d>4).  Can solve mathematically, but why?

How to do this using MC methods?

Planning this study

1.  Define the question:

How likely is it that our sample of 100 is a "bad draw"?

What is the p(d > 4|D~H(p = 0.2))?

2.  Define the parameters of the problem:


easy in this case:  N = 1000, each sample has n=100;


p(defect) = 0.2


what is the output?  number of defectives per sample

3.  Outline the program


generate the population of 1000 items


randomly sample, without replacement, 100 items


count the number of defective items


record the count


do it again

4.  Write and test the program

5.  Run the simulations.


How many?

6.  Interpret the data.

How many simulations?

Depends on the problem

In this problem, we want to describe the sampling distribution of the number of defects, and determine the probability of d > 4.

Monte Carlo results are unbiased, but generally, for characterizing distributions, more is better.

One recommendation (Mooney) is 10,000 to 25,000.

How many simulations?

Depends on the problem.

We want to compare 3 different estimation methods to determine which produces the "best" estimate of the true value.

Define "best" in terms of Mean Squared Error (variance):


MSE = 
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computed for each iteration

Average MSE = 
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where m is the number of iterations

(MSE is called MS forecast error in econometrics).

For m iterations, we would have


j


1
MSEmethod 1
MSEmethod 2
MSEmethod 3

2
MSEmethod 1
MSEmethod 2
MSEmethod 3

3
MSEmethod 1
MSEmethod 2
MSEmethod 3
...


m
MSEmethod 1
MSEmethod 2
MSEmethod 3
What should m be?

This is a simple sample size computation problem.

How many simulations?

Depends on the problem:

In the ANOVA problem, we want to know whether ANOVA is robust with respect  to violation of the homoscedasticity assumption.

Suppose we run 100 iterations and get 
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 = 0.063.

This is a statistic, so it has error.  Put a 95% CI about the stat:

Some possibilities:
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95% CI = (0.0154,  0.1106)

Or should you use p = 0.05 (the theoretical ()?


SE(() = 
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95% CI = (0.0203,  0.1057)

Another option:  use the empirical distribution to determine the 95% CI.  More on this in bootstrapping.

How many simulations?

Decide on the level of precision you want, and compute the necessary sample size.

Or

Run a specified number, such as 10,000, then give the SE in the text.

Reprise

ANOVA is robust to the violation of its assumptions.

How can you show this with a Monte Carlo study?

Group 1  N(0,1)

Group 2  N(0,4)

n = 15 per group

Group 3  N(0,9)

Can you program this without using the Proc step in SAS?

(i.e., do it all with data steps?)

We need:

SS(total) = 
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SS(between) = 
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where CF = 
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and Tj = 
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SS(within) = SS(total) - SS(between)

MS = SS(df)


where

df(total) = N-1

df(between) = g-1

and

df(within) = (N-1)-(g-1) = N-g

F = MS(between)/MS(within)

Array statement:

set up an array to hold the group totals:

define the array statement with the number of elements you want the array to hold

use subscripted variables to define the individual elements

Example of array statement:
options ls = 80;

data one;


array tot(3);


sumall = 0;


do j = 1 to 3;


  tot(j) = 0;


  do i = 1 to 10;


    x = rannor(-99);


    sumall = sumall + x;



tot(j) = tot(j) + x;



output;


   end;

  
end;

proc print;

run;

Sampling without replacement:

options ls = 72;

data swor;

  nsamp = 10;

  npop = 100;

  npos = 0;

  ncall = 0;

  j = 1;

do until (j >1);

  y = ranuni(-99);

/*select a random observation*/

  a = npop - npos;

  b = nsamp - ncall;

  if a*y le b then do;

    ncall = ncall + 1;

    npos = npos + 1;

    output;

   end;

   else npos = npos + 1;

/*check to see if sample complete*/

  if (ncall - nsamp) ge 0 then j = j+1;

  end;

proc print;

run;
_1030444618.unknown

_1030446239.unknown

_1030446485.unknown
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